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Executive Summary

Today's enterprise content, rich in metadata, creates E-Discovery challenges that basic
search and retrieval software can’t overcome. For example, Google’s page rank algorithm
is useless when analyzing documents or emails because they have few or no links. Over
the almost 50 years since Information Retrieval began, many techniques have been
developed to analyze and access content. Many of these are general, but many more are
specific to individual tasks such as web search, product search, or E-Discovery. An
effective system must harness the right technologies and apply them effectively for the
needs it addresses. MetaLINCS has developed content analysis core technology that is
especially suited for E-Discovery.




Content Analysis Transforms E-Discovery

Historical Context

Content Analysis began with Information Retrieval, originally developed in the 1960’s to assist
reference librarians. The focus was on finding materials on specified topics. This led to keyword
search systems and relevance ranking techniques. The text within documents was indexed and
searched.

The focus of classical Information Retrieval is to find all and only those documents in a collection
that pertain to a specified topic. This is formalized in the success measures of recall and
precision. Recall measures the percent of all on-topic documents that are in the search result
set, while precision measures the percent of documents in the result set that are on-topic. A
system has high recall if it finds all the relevant documents, high precision if it omits all the
irrelevant documents. The trick is doing both at the same time as these are competing
objectives. Relevance ranking takes this one step further by organizing the result set so that the
most relevant documents are listed ahead of less relevant documents.

Information Retrieval is and has always been an empirical science. Relevance is subjective.
The techniques that have proven best were conceived from intuition and then evaluated and
tuned through extensive experimentation. Some vendors cite a foundation in Bayesian
Probability, developed by Thomas Bayes in the early 1700’s, or Information Theory, developed
by Claude Shannon in the early-to-mid 1900’s. There are connections to these older academic
disciplines, but they are at the theoretical foundations level, not too important within the
panoply of modern information retrieval and content analysis technologies.

A good example is tf/idf, the most basic and universally used measure for relevance ranking.
Tf/idf measures relevance of a document to a query as a weighted combination of the number of
times each query term occurs in the document (tf = term frequency), where the weight applied to
each tf is the reciprocal of the number of documents that contain that query term (idf = inverse
document frequency). This says that less common query terms are more important than more
common query terms, and that documents are more important if they use query terms frequently.
Tf/idf was discovered by Karen Spark Jones in in 1972, used ever since in every major search
engine, and only 32 years later found by Stephen Robertson in 2004 to have a theoretical
foundation in Bayesian Probability, long past the point where all but theoreticians would care.

Diversity of Content, Technologies and Applications

In today’'s world content is richer than documents and the need to access and analyze
information goes beyond retrieving and ranking documents that are relevant to a topic.

Modern information comes in many types like email, calendar entries, contact records,
databases, spreadsheets, and multimedia files, not just textual documents. Modern information is
rich in metadata that is frequently as important or more important than the content itself. A good
example of this is the world-wide web, where the metadata contained in the links between pages
led to the famous Page Rank algorithm that helped propel Google to the top Internet search
engine.

Users of modern information are generally not reference librarians. Their needs are diverse.
For example, recall and precision are not that important to Google. Who cares about the percent
of relevant documents in the millions of results they return for a typical search. All that really
matters is whether or not the top few hits that users generally ever see are principal sites that
contain the information, products or services the users are looking for.



In applications such as E-Discovery and Compliance, the most common content type is email.
Email is rich in metadata such as who sent messages to whom, when, what documents each
message attaches and how it relates to other messages within a conversational thread. Email
can be used to determine key people, time lines and key events. The composite structure of
email, threads and people contains more important information than simply lists of relevant
individual messages that pertain to a topic.

Over the almost 50 years since Information Retrieval began, many techniques have been
developed to analyze and access content. Many of these are general, but many more are
specific to individual tasks such as web search, product search, or E-Discovery. An effective
system must harness the right technologies and apply them effectively for the needs it addresses.
Page Rank is useless when analyzing documents or emails because they have few or no links.
The application determines which technologies are valuable and the role they should play.

Meeting Specific E-Discovery Requirements

MetaLINCS has developed content analysis core technology that is especially suited for
E-Discovery. These facilities are designed to meet specific requirements for E-Discovery,
such as:

1. Review must be comprehensive. Unlike web search and many other search applications,
users need to examine all relevant materials, not just the top few. This implies greater
emphasis on recall and precision than on finding a few good results and putting them at
the top of the list.

2. Important evidence is frequently subtle or obscure, using few key terms and involving
only a few people. Search systems judge results to have high relevance based on
indicators like extensive use of key terms and items that are frequently referenced or
referred to. These factors, which work well for web search and enterprise search, do not
work well for finding important evidence in E-Discovery. No automatic relevance ranking
measures have ever been found that highlight important evidence. Important evidence is
as likely to be at the bottom of a search result list as at the top using any relevance
technique. Relevance ranking as an approach must be replaced by alternative
techniques.

3. Early in the examination of content related to a matter, it is important to identify key
people, time lines, key events, and terminology used by the parties. Search is not well
suited to these tasks. They require overall analysis of the collection, not a focused look
at specific queries and associated individual results.

4. Context is important. Individual email messages may in context mean something
different than they appear to mean in isolation. Relationships between items, such as the
set of messages that comprise a conversational thread, are important to properly
interpret the individual items. Search by itself is again not up to the task.

5. Collections are dynamic. Review is frequently conducted while content is still being
acquired. The process of review includes users adding information to content such as
tags and annotations. Search and analysis need to be continually updated to reflect new
content and user-added metadata. Many content analysis algorithms published in the
academic and research literature assumes a static unchanging collection. E-Discovery
requires incremental adaptive algorithms that evolve analyses with the changing
collections.

6. Review focuses primarily on determining which items are responsive to issues agreed in
advance and which items are protected by privilege. These objectives suggest
techniques to assist and automate the specific determinations.



7. Content types. The most common content type in E-Discovery is email, comprising about
80% of the typical collection. Email is rich in metadata that can directly assist important
discovery objectives, such as identifying key people, key events, time lines, and context
to properly interpret individual items. Documents of all types are frequently attached by
emails. These attachment relationships implicitly define additional metadata about the
documents, e.g. who sent them to whom when. So even document analysis can be
improved by taking advantage of email metadata.
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MetalLINCS: Representation of Content

The core of MetalLINCS technology is its representation of content. Analytical processing
transforms raw input content into this representation. End-user search and analysis tools work on
this representation.

MetaLINCS creates several different types of objects:

An item is the internal representation of a distinct input content object, e.g. an email
message, document, calendar entry, contact record, instant message conversation, or
task. There is one item that represents the complete set of duplicate copies of a single
content object that the system has acquired. This single item contains all metadata found
on any of its duplicate originals.

A person is the internal representation of a real person, mailing list, or system account.
Again there is one person for each distinct physical person that contains all metadata
found in any reference to that person (e.g., all pretty names associated with a specific
email address on any message).

A concept is either:

a key phrase, which is an important noun phrase that occurs within the text of an item
and serves to identify a topic that the item addresses, or

a document cluster, which is a group of related documents that are described by
phrase(s) or word(s) that capture their common topic, or

a term cluster, which is a group of related terms that are described by the most
commonly used term(s) in the group.



Athread is set of messages that are connected by various relationships. Each message
in the set is either a first message or a reply or forward to some other message in the set.
In the real world, a thread has a single originating message. However, the information
collected for a matter may not have every message that was actually sent. For example,
if Mary sends a message to John and Doug, and both John and Doug respond, there are
three messages in the complete thread. If we only collect the messages sent by John
and Doug, i.e. do not collect the message sent by Mary, then MetaLINCS can identify
that these two message are in the same thread but neither is a reply or forward to any
message in the collection, so both are considered first messages.
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MetaLINCS: Analysis of Content

MetaLINCS analyzes the content it collects in order to build its representation. This process uses
a wide range of content analysis technologies to discover metadata and relationships.

Prior to analysis, each collected item is passed through culling filters, de-duplicated, and
normalized to a common internal format. Culling filters automatically remove items outside of the
collection criteria (e.g., out-of-scope date or custodian, or standard operating system file). De-
duplication uses md5 hash codes of content plus selected metadata fields. Duplicates must have
the same vales for some metadata, e.g. the same from, to and cc on email messages, but for
most metadata the values can vary (e.g., when the item was last read or flags set on a message
in the inbox of different custodians). MetaLINCS de-duplicates aggressively to eliminate
redundant review, but never loses information as each duplicate copy contributes its unique
metadata to the single internal item.

Many implicit metadata fields are then identified by analyzing the content, using techniques such
as:

1. Tokenization . Analyzing and indexing content requires breaking it up into tokens, e.g.
words and numbers. Identifying these tokens is fairly straightforward in Western



languages, but more complex in Asian languages like Chinese and Japanese that
generally do not use any spaces. MetaLINCS employs tokenization techniques
appropriate to the characters and language of the content.

Stemming . For many search and analysis purposes, morphological variations are
insignificant. E.g., searching for cat should find items with the word cats. MetaLINCS
derives stems of words, also known as roots, using linguistic rules for the morphology of
each language. Both words and stems are retained for analysis.

Statistical analysis . Relevance ranking, clustering, concept analysis, etc., all require
statistical information about the occurrence frequencies and co-occurrence patterns of
words. MetaLINCS computes and maintains these statistics for both individual terms and
key phrases.

Machine learning . MetaLINCS uses machine learning techniques for many purposes,
including language identification described above, many forms of semantic analysis
described below, and learning how users make decisions when reviewing content as
described further below in the section on Transforming Content. Machine learning can
discovery patterns in language or user action. MetaLINCS employs both supervised and
unsupervised techniques, i.e. learning from examples that are manually tagged with the
information to be discovered in real content, and learning from examples that are not
tagged.

Statistical linguistic analysis . Semantic analysis, i.e. analyzing the meaning of content
rather than just its characters and words, can be facilitated by understanding the basics
of linguistic structure. MetaLINCS has built-in part-of-speech and linguistic phrase
forming analysis heuristics. They are designed to be “shallow” so that phrases can be
identified in grammatically incorrect content, as is common in email for example. The
linguistic models used are automatically learned from training sets using statistical NLP
(Natural Language Processing) techniques.

Key phrase discovery. MetaLINCS identifies key phrases for each item. The
“importance” of a phrase, leading to classification as a “key phrase”, is determined both
by how the phrase is used in the item and how it is used in other items within the
collection.

Clustering . Clustering is a technique for identifying groups of similar objects,
automatically organizing them into a classification taxonomy. MetalLINCS uses clustering
both on items and on words. As content is changing continually, the clustering
techniques used are incremental. Clusters are revised and/or created as new items are
collected. The result is that MetaLINCS discovers and classifies synonymous or related
terms, and similar or related sets of items, automatically.

Named entity analysis . Certain references in content are particularly interesting, for
example when an item mentions a person, place or organization by name. MetalLINCS
automatically recognizes such references and adds the entities referred to into semantic
metadata fields that can then be used for categorization.

Regular expression analysis . Certain special character sequences also comprise
important references, such as money amounts, email addresses and urls. MetaLINCS
recognizes these and add them to metadata fields.
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Thread analysis. Threads are an important construct in email as they tie items together
into complete conversations that can be used to understand context, discover what
people did or did not do, or review entire conversations at once. Emails frequently have
headers that identify the thread they are in, but also frequently do not have such headers.
Also, they can have headers that are wrong in certain circumstances (e.g., for a thread
with two parties where one is using a Microsoft Exchange server and the other is using
an Internet standards-compliant server). MetaLINCS uses an array of heuristics to
accurately identify threads.

People analysis . People are an important object type in the process of E-Discovery.
MetaLINCS automatically identifies people and collects information about them by
analyzing references to them in item metadata. The most important source of such
information is email correspondent headers (from, to, cc, bcc). These headers identify
email addresses and frequently associate these addresses with real names. Another
important source is LDAP directories. When these directories are available, MetaLINCS
can process them to obtain names, email addresses, departments, organizations and
other useful information.

Inheritance . Messages can attach other messages or documents and documents can
contain other documents. Each item that is collected defines a tree with itself as the root,
its attached or contained items as its children, their attached or contained items as its
grandchildren, etc. The structure of this tree defines properties about the items within it.
MetaLINCS captures these properties through inheritance. In general, metadata inherits
down and content inherits up. For example, if a message attaches some documents,
MetaLINCS concludes the documents were sent by the same sender to the same
recipients at the same time as the message, and that the message implicitly contains the
content of the documents

Categorization . MetaLINCS categorizes each item in over 25 different ways using the
metadata fields determined as described above. Each category classifies an item
according to its values in one or more fields. MetaLINCS defines categories for all 3
forms of concepts, the different roles that people play (e.g., authors, senders, recipients,
custodians), various measures of time (e.g., years, quarters), the language(s) in which
content is written, identified named entities and regular expressions, threads, user-added
metadata like flags, and several others. This rich categorical structure can be used to
identify relevant subsets and navigate through the content easily.

Indexing and database creation . All of the information captured and discovered about
items and people is stored in a search index. This index supports searching to find
relevant items using any combination of content and metadata fields, and it supports all
of the analysis tools provided to users.

Updates and duplicates . MetalLINCS de-duplicates items individually, including
attachments and sub-documents. Each time a duplicate copy is found it may have new
metadata that needs to be added to the item, such as new custodian, new read date, new
location the item was found in, new email headers (e.g., thread identifiers from a different
email server), new message attaching the item, new document embedding the item, or
new metadata added to the item by its custodian (e.g., flags set on a message in his or
her inbox). 50% or more of the items in a typical E-Discovery collection are duplicates.
This implies that the number of update operations to existing items frequently equals or
exceeds the number of new items added to the index.



MetaLINCS: Accessing Content

MetaLINCS provides analysis tools that help users quickly understand, navigate, query, and
visualize items and people in sub-collections of interest. These analysis tools use the
representation of items and people as constructed during analytic processing, per the
descriptions in the two prior sections.

The primary analytical tools that MetaLINCS provides are:

1. Directory . The 25+ metadata categorizations described above are presented in the
Ul. Each category displays its top values for the set of items the user is currently
examining, initially for the collection as a whole. The directory provides an organization
and summary to classify these items. The user can, for example, immediately see the
primary topics addressed the most frequently involved people, how the items distribute
over time, which languages have been used to write content how often, which names,
places, organizations, and money figures are most frequently referenced, and where
items were most commonly found in the IT infrastructure.

2. Search. One method for focusing consideration on a subset of the entire collection is
to use search to find just those items that meet desired criteria. All 250-odd content and
metadata fields that MetaLINCS defines for items and people are searchable. Values
in these fields can be identified by a range of query operators. There are specialized
types of queries for identifying desired items by how they relate to other items.
MetaLINCS is filing patents on its techniques for querying items based on their
relationships to other items. Items found by search are ranked according to their
relevance to the query. Types of search queries supported include keywords, phrases,
concepts, Boolean combinations, near queries, range queries, wildcard queries,
spelling-fuzzy queries, relationships between items and people, and inheritance
relationships between items and other items. It is easy to write queries that, for
example:

Find all items pertaining to a topic, expressed as any Boolean combination of
keywords, phrases or concepts.

Find all items authored or sent by anyone in the HR department to specified
recipients.

Find all items marked responsive by a particular reviewer in the past 3 days.

Find all messages sent by a one person that attach a spreadsheet containing
specified financial information.

Find all messages that John sent to Mary pertaining to a topic and Mary marked
for follow-up or urgent.

Any combination of the above and anything expressible with combinations of
about 20 different query operators applied to about 250 different fields.

3. Guided Navigation . MetaLINCS combines the Directory and Search into a Guided
Navigation framework. The Directory displays the top values in each category, where
each value is selectable to drill into the items relevant to that value, e.g. the items
pertaining to a concept, connected to a person, or dated in a time range. When a value
is drilled into or a search is performed, the Directory automatically updates to reflect the
subset of items found. Any values selected in the directory can be independently
“undone”. At each point in time the Directory guides the user by showing all prominent
values associated with each item in each category, while the user navigates using the
directory and/or search queries, whence “Guided Navigation”. The guidance of the
directory prompts the users more effectively than just a blank query box, supporting
rapid discovery of relevant subsets of the collection.



MetaLINCS Concept Analysis — Beyond Basic Search

4. Concept Search . Concept search enables users to find items containing any terms
that capture the same or similar meaning to terms expressed in the query. This is
useful to find items addressing a topic without knowing the specific terminology the
items might employ. MetalINCS supports several different implementation variations
of concept search, including:

Stemming and spelling-fuzzy search, which find items that use alternative
morphological forms or different spellings of query terms.

Discovery of concepts in items and presentation in the Directory, including key
phrases, cluster labels, and term concept labels. This allows users both to
discover vocabulary used in items of interest and to identify similar or related
items. Discovering the vocabulary used in the collection can provide more
information and allows finer control over queries than relying on an algorithm that
attempts to automatically identify items containing unknown terms with the
desired meaning.

Automated query expansion using term concept clusters. This is fully automated
concept search, where users can have MetaLINCS automatically find items
containing terms that have been identified as synonymous or closely related.
Since explicit term clusters are used, MetaLINCS can report and highlight the
alternative terms it considered.

5. Contextual Search . Contextual search is a technique for automatically generating
queries that find items similar to a given item or passage. The users requests “more
items like this item” or “more items with passages like this one” and MetaLINCS
automatically generates a query to satisfy the request by analyzing term statistics to
identify a similarity signature for the desired content. This is an easy way to find near
duplicate copies such as different versions of a document, to find all documents that
contain versions of a given passage (e.g., a contract provision), or to find all items that
closely relate to identified content of interest.



6. People Analysis . People are frequently as important an object type as content items.
MetaLINCS provides a number of analysis tools that take advantage of its induced
people object model to help users identify the key people associated with any issue(s)
of a matter, the roles these people played, and the time frames and specifics of their
involvement. The Directory identifies key people with statistics about their information
role (e.g., sender, recipient, author, custodian), both for the collection as a whole and
for any subcollection identified by search and/or drill-down. For example, a query can
be expressed to retrieve all items relevant to a particular issue and MetaLINCS will find
both the items and the associated people. MetaLINCS can then analyze people of
interest more deeply to show such things as:

Details about the person, including their known and suspected names, possible
other email addresses, and the department and organization they are a part of.

The items within the sub-collection the person is associated with.

The other people this person interacts with concerning the relevant items, ranked
by the quantity and relevance of the interactions, subdivided by the direction of
interaction (primary people this person sends information to vs. receives
information from).

A visual social network that shows a graph of the people this person interacts
with and how these interactions evolved over time. A time line is provide to allow
focusing into critical time periods to explore specific interactions at those times.

For any pair of people, drill into all of the items that connect them to each other,
i.e. information sent by one to the other or a third party to both.

The combination of these facilities provides easy visual access to discover key people,
events, time frames, roles and interactions.

MetaLINCS Social Network Analysis



7. Thread Analysis . Email threads are more natural units to understand what happened
than single messages. They provide the context surrounding each individual message
and attached document, illuminating the events and roles of the people involved. Items
important to a case are frequently not the same as items that have high search
relevance. Important items may not use explicit terminology and are frequently private
communications that involve only a small number of participants. However, these
items are frequently offshoots of larger public conversations, i.e. “side conversations”
within a broader context. MetalLINCS provides thread analysis tools that take
advantage of its thread object model to present such things as:

The organization of all items relevant to an issue into a set of threads, providing a
view of the items in larger more complete chunks.

For any thread of interest, an overview of its pertinent information, including the
subject of the thread, all the people who participated, the companies and
departments they represent, the documents included in the thread by way of
attachment, a visual distribution of messages across the time span of the thread,
and a complete listing of all messages in the thread.

A visual display of the messages in a thread that shows the network of replies
and forwards, missing messages whose existence can be inferred but that were
not included in the collection, changes of subject as the thread progressed, and
changes of correspondents on the thread, which visually highlights where side
conversations or private group conversations were initiated.

MetaLINCS Thread Analysis



MetalLINCS: Transforming Content

In addition to analyzing and understanding a collection of documents, E-Discovery reviewers
must annotate it. Users attach designations, known in MetaLINCS as “flags”, to classify items as
responsive or privileged, and they add notes to items with important comments. The process of
review can be streamlined and focused by organizing the collection to segregate clearly non-
responsive items, create coherent folders of related items, and prioritize folders so that important
items are identified early.

MetaLINCS addresses these needs by including user-controlled metadata fields on items, such
as flags, annotations and review folder assignments, and providing tools for setting and managing
the values in these fields. These user fields behave like content fields with respect to search,
analysis and navigation, thereby providing the fully array of content analysis tools for any
combination of content and user metadata. For example, it is easy to express a query for items
pertaining to an issue, involving certain people, and that are assigned to a particular reviewer, or
to discover the distribution of reviewers working on a sub-collection of interest and drill-in to see if
they are treating the issue consistently.

MetaLINCS provides several different facilities for users to associate flags, annotations and
review folders with items.

These facilities collectively support Content Triage . Users take advantage of the analytical tools
to identify clearly non-responsive subsets and move them into folders that need not be reviewed,
or at least can be quickly reviewed late in the process. Potentially responsive subsets can be
easily organized into folders appropriate to the review strategy, for example segregating issues,
topics, people, time frames, and/or unique subject matter. These focused folders can then be
prioritized and assigned to reviewers with the appropriate knowledge, skills, or role on the review
team. This leads to more accurate and productive review. Individual reviewers can focus on
certain considerations and need not waste time and energy on irrelevant or ancillary items.

Summary

MetaLINCS provides a comprehensive set of search and analysis tools particularly suited to
E-Discovery and corporate investigations, combined with specialized facilities to organize and
conduct effective review.

The core content analysis technology that underlies these tools combines state-of-the-art
techniques and patent-pending proprietary innovations that have been carefully integrated into a
platform to address the unique requirements and opportunities of this task domain.



